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Abstract (maximum ~200 words). 

The synthetic DNA built to describe the academic compute infrastructure arose out of the second half of the last century. As 
hardware/software/networking evolved point mutations (serial vs. vector vs. parallel computing, etc.) were made to this DNA in an attempt 
to patch over issues as they arose. Now that we are early into the 21st century and the organism created in the second half of the 20th 
century has reached its dotage so it is time to synthesize a new set of DNA using what we have learned that reflects how computing will 
evolve in the coming decades. Computing will form a major industry of this century and it is imperative that the USA be at the absolute 
forefront of this field. We will need to face issues regarding the interface between cloud computing and university/government lab based 
computing; the computing and storage needs for the internet of everything; the needs for rapid transmission and storage of petabytes of 
data to stimulate the research enterprise; creating expertise to rapidly make use of quantum computing; keep our compute platforms and 
data secure; and training the next generation of computational scientists. With the evolving political realities focus should be on broadly 
distrusting resources to enhance broad based support to the computational sciences at the State and Federal levels. 

Question 1 Research Challenge(s) (maximum ~1200 words): Describe current or emerging science or engineering research challenge(s), 
providing context in terms of recent research activities and standing questions in the field. 

Questions 1-3 (science challenges; cyberinfrastructure limitations; workforce issues) are addressed by integrating them into several 
categories rather than parsing each out, otherwise, the discussion becomes a bit repetitive. 

Computing: The Branscomb pyramid scheme has been the model for computing in the US for the last several decades, but there has been 
too much emphasis on the top of the pyramid. Most computing is getting done now a mid-level centers rather that at elite compute facilities. 
These facilities are important, but in the next iteration these facilities should be in public/private partnerships where the DOE/NSF/DOD/NIH 
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coupled with Google/Amazon/Facebook/IBM/Dell/etc. create a class of hardware that keeps us near the top of world computing rankings. 
More emphasis should be placed on mid-level infrastructure where 10-20 5-10MM centers are created in a geographically uniform manner 
across the country where the NSF and other federal agencies contribute ~50% of the total cost. Universities and state governmental 
agencies should be leveraged to help defray the cost of these installations while also providing the personnel to support the hardware. The 
character of these centers should vary with multiples of them providing GPU/CPU/large-scale storage based resources. They should be 
linked with a national queuing system where job submission is transparent and location agnostic. They should be linked with the absolute 
state-of-the art networking capabilities and to large-scale data storage facilities (vide infra) to facilitate computational research. 

Networking: Our national network should be upgraded and rationalized to affect the ability to rapidly and securely move massive tranches 
of information. Data security should be an absolute priority. Improved networking infrastructure will advance research agendas in the 
coming decades. 

Storage: In the last half of the 20th century data sets were typically small and projects dealt with a few files. This has evolved into the use 
and creation of massive amounts of data where research involves interfacing with numerous libraries, databases and storage media. With 
the internet of everything, rapidly coming on line, sensors distributed widely (across the USA) or locally (city level) will generate massive 
amounts of information in real-time; genomics and related bioscience are undergoing a data revolution; chemistry is embarking on the 
creation of massive amounts of computed data for chemical property analysis to inform experiment; etc. and for all of these areas we have 
cumbersome ways to get this from the field to researcher, store it effectively and analyze it to make real or near-real time decisions. We 
should create national infrastructure that has regional data storage nodes connected by a state-of-the art high-speed communications 
network that can take data coming in real-time and map it across the country to locations where the data will be analyzed. These data 
aggregation centers can be at the location of the compute infrastructure, but they could just as well be placed at entirely different locations. 
Priority should be to distribute them so broad coverage in made across the USA to cover data coming in from a plethora of locations across 
the country. Capabilities for these centers to be linked to even smaller data aggregation centers that are collecting field data should be 
provided. Some efforts are ongoing along these lines, but are in their infancy. 

Advanced technologies: Quantum computing will evolving from its infancy in the coming years and we are not well positioned to transition 
to this computing platform. Several centers should be established that have the latest in hardware capabilities along with staff to facilitate 
researchers to project algorithms/code into the quantum realm. Partnerships with DWave, IBM, etc. should be pursued. It is essential that 
the US be well placed to take advantage of this class of computing when it comes on line, so the low-hanging fruit can be harvested by US 
based scientists. 

Training: Software evolves at a lightening pace and it is impossible to keep up with all the changes. The NSF and other agencies are partly 
to blame for the morass of software tools that are near impossible to keep track of even if it would help a researcher’s specific workflow. 
Training should be a priority and while centralized or video based training is useful, local or regional training capabilities where training is 
offered in a hands on model should be prioritized. If we have learned anything from MOOCs it is face-to-face training outperforms web-
based training. Local experts should be seeded through the academic world to keep local students/faculty and staff apprised of the latest 
software tools available for various workflows. 

We face many challenges in the coming decades to remain the leader in computational sciences and herein a few of these have been 
touched on in the broadest of brush strokes. How to make all of this work in synchronicity is just as much of a challenge. 

Question 2 Cyberinfrastructure Needed to Address the Research Challenge(s) (maximum ~1200 words): Describe any limitations or 
absence of existing cyberinfrastructure, and/or specific technical advancements in cyberinfrastructure (e.g. advanced computing, data 
infrastructure, software infrastructure, applications, networking, cybersecurity), that must be addressed to accomplish the identified 
research challenge(s). 

N/A 
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Question 3 Other considerations (maximum ~1200 words, optional): Any other relevant aspects, such as organization, process, learning 
and workforce development, access, and sustainability, that need to be addressed; or any other issues that NSF should consider. 

N/A 
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