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Building a Geospatial Remote Sensing Ecosystem to Support Science and Engineering Professionals 

 

Abstract 

Advances in satellite and aerial remote sensing technology are providing critical new sources of data for 

atmospheric, ocean, and land-based studies.  The ability to identify, explore, and quantify the physical, 

spatial, and temporal relationships among geospatial datasets, offers unprecedented opportunities to 

advance our understanding of contemporary STEM challenges ranging from water quality and 
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availability to biodiversity loss and climate change. As the amount of Earth observation imagery has 

grown, a range of technologies have grown alongside it. Cloud computing infrastructure, machine 

learning libraries, deployment orchestration tools, and many other components have helped keep pace 

with the rapid growth in visual and multispectral imagery. We are now beginning to see machine 

learning and computer vision models and workflows that are able to automate object detection, cloud 

detection, semantic segmentation, and chip classification processes. Core deep learning libraries are 

largely released under open source licenses, contributing to an open knowledge ecosystem. However, 

many of the resulting ML models rely on training data (usually, labeled annotation polygons) that is not 

open, and there is a significant risk that the open CV ecosystem that grew up around photographs and 

led to many innovative applications will not be matched in the Earth observation version. 

 

Question 1 (maximum 400 words) – Data-Intensive Research Question(s) and Challenge(s). Describe 

current or emerging data-intensive/data-driven S&E research challenge(s), providing context in terms of 

recent research activities and standing questions in the field. NSF is particularly interested in cross-

disciplinary challenges that will drive requirements for cross-disciplinary and disciplinary-agnostic data-

related CI. 

The presentation of geospatial and remotely sensed data has grown enormously in importance over the 

past several years – so much so, in fact, that the U.S. Department of Labor has designated geospatial 

technology as a “High Growth Industry” that offers job opportunities for people with a broad range of 

educational backgrounds.  Data relating to geographical entities, such as transportation infrastructure, 

political boundaries, watersheds, and ecological regions, affects almost every aspect of modern human 

endeavor.  Indeed, the ability to distill that data from satellite, aerial, drone, and other remotely sensed 

imagery sources can provide particular benefit to the science and engineering domains that are the 

focus of this RFI.      Contemporary advancements in deep learning, neural networks, and other machine 

learning and computer vision techniques provide exciting possibilities for addressing these challenges 

and unlocking the potential of geospatial data.  Such networks can label images with meaningful phrases 

describing their contents, or even label individual pixels within an image to classify specific objects.  In 

science and engineering, there is particularly high demand for the custom change detection and deep 

learning models that can automate repetitive tasks and enable users to prioritize areas of concern 

without the need for custom data processing or software coding specific to each use case.      The major 

hurdles is not the state of deep learning technology or even the availability of remotely sensed imagery. 

There is large amount of both open and commercial imagery available under a variety of licenses and 

costs. There are also several widely used software libraries,  such as TensorFlow, Keras, and PyTorch, 

and even specialty geospatial tools, such as Raster Vision. In addition, there has been excellent research 

work developing new data sharing standards such as Cloud Optimized GeoTIFFs (COG) and the Spatial 

Temporal Asset Catalog (STAC) specification. But effective machine learning models do not just need 

software and data; they need training data, and much of that training data is being developed by 

commercial companies and not released for broad use. There is a clear role for commercial firms to 

develop competitive advantage, but advances in research techniques will rely on the availability of 

training data paired with openly licensed imagery in order to provide the ingredients for future 
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innovation. We propose the development of a global database of openly licensed training data and the 

associated Earth observation imagery in order to support continued advancement of ML techniques. 

 

Question 2 (maximum 600 words) – Data-Oriented CI Needed to Address the Research Question(s) 

and Challenge(s). Considering the end-to-end scientific data-to-discovery (workflow) challenges, 

describe any limitations or absence of existing data-related CI capabilities and services, and/or specific 

technical and capacity advancements needed in data-related and other CI (e.g., advanced computing, 

data services, software infrastructure, applications, networking, cybersecurity) that must be addressed 

to accomplish the research question(s) and challenge(s) identified in Question 1. If possible, please also 

consider the required end-to-end structural, functional and performance characteristics for such CI 

services and capabilities. For instance, how can they respond to high levels of data heterogeneity, data 

integration and interoperability? To what degree can/should they be cross-disciplinary and domain-

agnostic? What is required to promote ease of data discovery, publishing and access and delivery? 

A global, shared training data resource for deep learning on Earth observation imagery would have 

several characteristics. First, it would rely open data standards, such as the Open Geospatial 

Consortium’s OGC Features service, the Cloud Optimized GeoTIFFs (COG) file format, and the Spatial 

Temporal Asset Catalog (STAC) specification. Second, it would be data carrying an open license that 

would enable academic, government and commercial users to leverage the data for a broad range of 

purposes without concerns over royalties or other fees. Second, it should cover imagery for a broad 

range of satellite and airborne sensors. A deep learning model for Landsat 8 data cannot currently be 

executed on the same scene for Sentinel 2 data or be used with drone imagery or with Maxar or Planet 

imagery. Further, if the imagery does not share the same projection and registration, the training data 

will likely not even match the same features in imagery from different sources. So-called Analysis Ready 

Data (ARD) can help to mitigate this latter concern by providing common projection, coordinate 

registration, atmospheric correction and other publication details, and some progress is being made by 

NASA, ESA, and USGS on this front, but we will likely need training data developed for specific 

instruments for the foreseeable future. Third, the training data would cover a range of uses, including 

image classification, object detection, and semantic segmentation. Fourth, a shared repository would 

include training data generated from both ground refence data and human labeling or annotation. 

Finally, the resource should have global geographic coverage.    We believe that some early steps have 

been taken in the direction we propose. The most notable is the MLHub (https://www.mlhub.earth/), 

recently released by the Radiant Earth Foundation. The MLHub is an open library for geospatial training 

data to advance machine learning applications on Earth observations. It aims to be a resource for data 

scientists and engineers that can use to train and validate their models and improve their performance. 

It publishes training data that covers the globe and in a broad range of domains. But the Radiant Earth 

Foundation is a small nonprofit organization and it does not have the resources to build the type of 

persistent, long-term, sustainable resource that we believe is required. However, it may be a great 

starting point that could be expanded into a more robust data infrastructure in collaboration with the 

National Science Foundation. 



Response to NSF 20-015, Dear Colleague Letter: Request for Information on Data-Focused 

Cyberinfrastructure Needed to Support Future Data-Intensive Science and Engineering Research 

Reference ID: 11226998002_Cheetham 

 

Page 4 of 4 

 

 

Question 3 (maximum 300 words) – Other considerations. Please discuss any other relevant aspects, 

such as organization, processes, learning and workforce development, access and sustainability, that 

need to be addressed; or any other issues more generally that NSF should consider. 

See above responses. 
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